Towards the Formalisation of the TOGAF Content Metamodel Using Ontologies

Aurona Gerber, Paula Kotzé, Alta van der Merwe

Meraka Institute of the CSIR, Pretoria,
School of Information Technology, North-West University,
South-Africa

aurona.gerber@meraka.org.za, paula.kotze@meraka.org.za, alta@meraka.org.za

Keywords: Formal ontologies, TOGAF Content Metamodel, enterprise architecture, conceptual model, metamodel.

Abstract: Metamodels are abstractions that are used to specify characteristics of models. Such metamodels are generally included in specifications or framework descriptions. A metamodel is for instance used to inform the generation of enterprise architecture content in the Open Group’s TOGAF 9 Content Metamodel description. However, the description of metamodels is usually done in an ad-hoc manner with customised languages and this often results in ambiguities and inconsistencies. We are concerned with the question of how the quality of metamodel descriptions, specifically within the enterprise architecture domain, could be enhanced. Therefore we investigated whether formal ontology technologies could be used to enhance metamodel construction, specification and design. For this research, we constructed a formal ontology for the TOGAF 9 Content Metamodel, and in the process, gained valuable insight into metamodel quality. In particular, the current TOGAF 9 Content Metamodel contains ambiguities and inconsistencies, which could be eliminated using ontology technologies.

In this paper we argue for the integration of formal ontologies and ontology technologies as tools into metamodel construction and specification. Ontologies allow for the construction of complex conceptual models, but more significant, ontologies can assist an architect by depicting all the consequences of a model, allowing for more precise and complete artifacts within enterprise architectures, and because these models use standardized languages, they should promote integration and interoperability.

1 Introduction

Dijkstra (2001) introduced the concept of a model into computer science in the early ’70s. Models were recommended to simplify unmastered complexity. He argued that the programmer and his mind are an important part of the computing process and that modularised, goto-less programs lead to more efficiency in the use of the computer. In order to create these modularised, goto-less programs, it was necessary to construct models (Weiner, 1978). Avison and Fitzgerald (2003) define a model as an abstraction and representation of part of the real world. Within this context, abstraction means the process of stripping an idea or a system of some concrete or physical features in order to create a simplified representation of a complex application. The true value of any model thus lies in the fact that it is an abstraction or representation of reality, which is useful for analytical purposes (Lippitt, 1973).

When using models, it is possible to represent various levels of system abstraction within different contexts. A model thus provides a way of viewing the important aspects of a system at a specific level of abstraction and within a specific context in such a way that higher levels depict the essence of the system and the lower levels show detail that does not compromise the essence. An example of the this is the popular Zachman Framework for enterprise architecture (Zachman, 2003). Zachman defined a framework that defines the logical structure of models and other descriptive representations necessary to classify and organise an enterprise. The Zachman framework defines six different contexts or dimensions, and within each dimension, different levels of abstraction are specified.
In addition to models, metamodels is yet another abstraction that is used to specify characteristics of models. A model generated from a metamodel would conform to the metamodel in the way that a computer program conforms to the grammar of its programming language (Pidcock, 2002). Common uses for metamodels are 1) a schema for semantic data that needs to be exchanged or stored; 2) a language that supports a particular method or process, and 3) a language to express additional semantics of existing information (Bézivin, 2003; Pidcock, 2002; Ernst, 2002). Metamodels are generally used in specifications or frameworks to describe models. For example, TOGAF 9 uses a metamodel in its Content Metamodel description to inform the generation of enterprise architecture content (The Open Group, 2009b), the OMG (Object Management Group) uses metamodels in specifications such as SPEM (Software Process Engineering Metamodel) (OMG, 2008), and HL7 (Health Level Seven, Inc. - the global authority on standards for interoperability of health information technology) specified the HL7 RIM (Reference Information Model) as part of HL7 Version 3 (HL7, 2009; Yang et al., 2009). HL7 RIM specifies the grammar of HL7 V3 messages and specifically, the basic building blocks of the language (nouns, verbs etc.), their permitted relationships and data types (Benson, 2009). The use of metamodels gained importance due to the prolific growth of web-based and distributed applications. Metamodels are used to define the standards necessary for interoperability between applications and integration of systems. However, often these metamodels are unclear and ambiguous and this defeats the purpose of using a metamodel at all. For example, after the release of TOGAF 9, Walker (2009) comments that the Content Metamodel is too high level:

'TOGAF 9 does a great job at exploring the architecture metamodel at a high level. There needs to be a level or two deeper of consideration here. I was looking for more detail...'

In another example, Adrian Campbell (2009) comments:

'It’s great to finally see a metamodel published with TOGAF 9. However for me the centrality of Business Service concept seems a bit wrong somehow. In some TOGAF 9 diagrams there is a confusion between Business Service and Application Service...

'There is also a confusion in TOGAF 9 with the concept Function...'

'In TOGAF 9 there is much discussion of Capability, but in the metamodel this concept seems to hang on it’s own somewhat...'

This paper is concerned with the question of how metamodels, specifically within the enterprise architecture domain, could be enhanced with regards to ambiguity and clarity. Specifically we investigate whether ontology technologies could be used to enhance metamodel construction, specification and design.

Ontologies made an appearance within Computer Science during the past ten to fifteen years. This is mainly due to advances in reasoning and modeling technologies. Roughly speaking, an ontology formally describes a domain model in a way that attaches meaning to the terms and relations used for describing the domain. A more formal and widely used definition is that of Grüber (1993)) who defines an ontology as a formal specification of a conceptualisation. The importance of this technology is evidenced by the growing use of ontologies in a variety of application areas, and is in line with the view of ontologies as the emerging technology driving the Semantic Web initiative (Berners-Lee et al., 2001).

Ontologies allow for the construction of complex models, but more significant, ontologies can assist a modeler by depicting all the consequences of her model. Formal ontology technologies also allow a modeler to view and understand the implicit consequences of explicit statements and can help to ensure that a model is consistent. With regards to the use of ontology technologies for metamodel construction, not a lot has been published. Pidcock (2002) describes the relationship between a metamodel and an ontology as close, but not necessarily equivalent:

'IF: you create an ontology, which is a set of terms naming concepts (classes) and relations, and you use that vocabulary to create a set of data (instances of the classes, and assertions that the instances are related to each other according to the specific relations in the vocabulary), and you think of the set of data you create as the model of your domain

THEN: the ontology is the meta-model and the set of data created is the model.'

The above statement enforced our notion that an ontology could be used for a metamodel description, and if successful, coherent and consistent models could be constructed from the metamodel using ontology technologies. In this paper we want to argue for the integration of formal ontologies and associated technologies as mechanisms for metamodel development and specification. In particular, we develop an ontology for the TOGAF 9 Content Metamodel as example to show that formal metamodel descriptions are clear and less ambiguous.

The paper is structured as follows: Section 2 will
provide background information on ontologies in 2.1 and enterprise architectures and TOGAF in Section 2.2. Section 3 describes the case study where we constructed a formal ontology for the TOGAF 9 Content Metamodel. Section 4 discusses our findings, as well as perceived advantages and disadvantages, and the paper concludes in Section 5.

2 BACKGROUND

This section provides some background on ontologies (Section 2.1), and then on enterprise architectures and TOGAF (Section 2.2).

2.1 Ontologies

A formal ontology specifies a machine-readable vocabulary in computer systems technology descriptions. Generally such an ontology is defined as a shared, formal, explicit specification of a conceptual model of a particular domain (Broekstra et al., 2001; Decker et al., 2000). A formal ontology typically describes a hierarchy of resource concepts within a domain and associates each concept’s crucial properties with it. Ontologies are used to define and manage concepts, attributes and relationships in a precise manner (Bussler et al., 2002).

The concept of an ontology was inherited from philosophy and only recently became commonplace in computer systems technology descriptions where an ontology specifies a machine-readable vocabulary (Palmer, 2001). The term ontology has become widespread within ICT and is used at present to refer to anything from a taxonomy, a domain vocabulary and a conceptual model, to a formal ontology. Lassila and McGuinness (2001) gave a spectrum of ontologies as depicted in Figure 1. Even Zachman refers to his enterprise architecture framework as an ontology, but this is in the sense that it depicts a conceptual model of the architecture models necessary to depict an enterprise (Zachman, 2003).

The construction and maintenance of formal ontologies greatly depend on the availability of ontology languages equipped with a well-defined semantics and powerful reasoning tools. Fortunately there already exists a class of logics, called description logics or DLs, that provide for both, and is therefore the ideal candidate for ontology languages (Baader et al., 2003). That much was already clear fifteen years ago, but at that time, there was a fundamental mismatch between the expressive power and the efficiency of reasoning that DL systems provided, and the expressivity and the large knowledge bases that ontologists needed. Through the basic research in DLs of the last fifteen years, this gap between the needs of ontologists and the systems that DL researchers provide has finally become narrow enough. Due to these advances in DL research, there is growing interest in the use of ontologies and related semantic technologies in a wide variety of application domains. Arguably the most successful application area in this regard is the biomedical field (Wolstencroft et al., 2005; Hahn and Schulz, 2007). Some of the biggest breakthroughs in ontological reasoning can be traced back to the pioneering work of Horrocks (2007), who developed algorithms specifically tailored for medical applications. These advances have made it possible to perform standard reasoning tasks on large-scale medical ontologies such as SNOMED CT—an ontology with more than 300,000 concepts and more than a million semantic relationships—in less than half an hour; a feat that would have provoked disbelief ten years ago (Suntisrivaraporn et al., 2007).

The Web Ontology Language OWL is based on a family of expressive DLs. OWL was accorded the status of a World Wide Web Consortium (W3C) Recommendation in 2004 and is the official Semantic Web ontology language (W3C, 2006; McGuinness and van Harmelen, 2004). One of the consequences of the standardisation of OWL by the W3C is the development of several tools and reasoners that support the development of formal ontologies based on the OWL standard. Notable ontology editors are Protégé 4 and SWOOP (Protégé, 2009; SWOOP, 2009). Reasoners provide computable and complete reasoning for OWL ontologies, and some are integrated into the ontology editors. Notable reasoners are Fact++ and Pellet (Fact++, 2009; Pellet, 2009). A summary of a substantial number of Semantic Web tools, including

Figure 1: Ontologies may be viewed as a spectrum of detail in their specification (Lassila and McGuinness, 2001)
OWL ontology editors and reasoners, can be found at http://esw.w3.org/topic/SemanticWebTools.

From the above it is clear that, even though several of these tools are still under development, the momentum generated will soon ensure that formal ontologies with their supporting technologies and tools enter mainstream modeling applications and the use of ontologies for metamodeling should result in valuable advantages.

When we use the term ontology in this paper, we mean a formal ontology based on one of the OWL standards which is DL-based.

2.2 Enterprise Architecture and TOGAF

The term enterprise architecture (EA) originated from the thinking around both the terms ‘business’ and ‘architecture’. EA describes the business process of IT by creating a relationship between the IT structure that is used in the organization and in each specific system, also ensuring that business and IT are aligned with business strategy and policy (Kim et al., 2005; Rood, 1994). Enterprise is thus an holistic term for ‘business entity’ in all its facets.

Probably the most widely adopted definition for enterprise architecture (EA) is the IEEE definition where EA is described as a widely adopted means for coping with organizations’ ever-increasing complexity and for ensuring that organizations appropriately use and optimize their technical resources. EA is an integrated and holistic vision of a system’s fundamental organization, embodied in its elements (people, processes, applications, and so on), their relationships to each other and to the environment, and the principles guiding its design and evolution (IEEE, 2000).

The definition that is preferred by the authors is defined by the Enterprise Architecture Research Forum (EARF, 2009), which states that 'Enterprise architecture is the continuous practice of describing the essential elements of a sociotechnical organization, their relationships to each other and to the environment, in order to understand complexity and manage change'.

In 1997 John Zachman already coined enterprise architecture as the issue of the century, mainly because it is primarily concerned with bridging the gap between strategy and implementation, and making sure business activities are aligned (Zachman, 1997). Recent activities and the adoption rate of enterprise architecture within industry, government and academia indicate fast growing interest in enterprise architecture as a practice, or even a discipline (Kaisler et al., 2005; Ernst et al., 2006). Notable is the adoption by various governments of enterprise architecture frameworks as a mechanism for interoperability and alignment between policy and practice (Janssen and Hjort-Madsen, 2007; GITOC, 2009). Another recent example of government enterprise architecture adoption is the South African government that is now the first public sector entity to formally adopt and adapt TOGAF 9 for enterprise architecture (EA) delivery in government. The framework that resulted is referred to as the Government Wide Enterprise Architecture (GWEA) Framework (GITOC, 2009).

TOGAF is an acronym for The Open Group Architecture Framework. It is described by The Open Group as ‘a comprehensive architecture framework and methodology which enables the design, evaluation and implementation of the right architecture for an enterprise’. The Open Group is a vendor- and technology-neutral consortium focused on a diverse range of open standards and affiliated certification programmes, and also the advancement of the enterprise architecture profession. TOGAF was developed through the collaborative efforts of 300 Architecture Forum member companies from some of the world’s leading IT customers and vendors, and it currently maintained as a standard by The Open Group. TOGAF is seen as one of the four most popular methods used in enterprise architecture (The Open Group, 2009a; Session, 2007). The most recent version of TOGAF, TOGAF 9, is at present regarded as an acceptable industry standard for enterprise architecture development due to factors such as listed below (The Open Group, 2009b; Walker, 2009):

- TOGAF has logged more than 90,000 downloads proving at least significant interest. All documentation for TOGAF is published online.
- In 2009 there were over 8,491 certified TOGAF practitioners.
- There are more than 180 corporate members of The Open Group Architecture Forum.
- In 2009 over 20,000 TOGAF series books were shipped.
- The online forum Association of Open Group Enterprise Architects has had a significant impact and it membership is at more than 8,500.

The first version of TOGAF was released in 1995. TOGAF 7 (‘Technical Edition’) was published in December 2001, TOGAF 8 (‘Enterprise Edition’) was first published in December 2002 and updated and republished TOGAF 8.1 in 2003 and TOGAF 8.1.1 2006. The latest version is TOGAF 9, launched on 2 February 2009 (The Open Group, 2009a).

One of the enhancements introduced by TOGAF 9 is the introduction of a Content Metamodel. The TOGAF 9 manual states 'The core metamodel pro-
vides a minimum set of architectural content to support traceability across artifacts. Additional metamodel concepts to support more specific or more in-depth modeling are contained within a group of extensions that logically cluster extension catalogs, matrices, and diagrams, allowing focus in areas of specific interest and focus’. The core metamodel entities are based on the terminology used to define the TOGAF architecture development method (ADM) as basis. All the extension entities added to the metamodel are optional and should be selected during the preliminary phase of the architecture development to meet the needs of the organization. This core and extension concept is intended as a move towards supporting formal method extension approaches within TOGAF (The Open Group, 2009b).

Given the importance and adoption of TOGAF 9 for enterprise architecture development, the TOGAF Content Metamodel will play a crucial role in the future of enterprise architecture development. However, as indicated, metamodels are often ambiguous and unclear even though they sometimes use a standard language such as UML for their description. The TOGAF Content Metamodel is no exception. Even though it seems to be using a variant of the UML class diagram, this is not stated explicitly anywhere. We will however use UML notation to interpret its meaning.

3 USING A FORMAL ONTOLOGY TO MODEL THE TOGAF 9 CONTENT METAMODEL

In this section we discuss the development of an OWL 2.0 ontology using the latest versions of Protégé 4 for the TOGAF 9 Content Metamodel.

3.1 Approach

The steps followed were roughly based on the ontology engineering methodology defined by Horridge (2009) and the steps followed include:
1. Identification of the concepts and concept hierarchy.
2. Identification of the disjoint concepts.
4. Addition of all the relationships between concepts.
5. Identification of definitions.
6. Addition of annotations.
7. Refinement of the ontology through various iterations of the above steps.

We used Protégé 4 to develop an OWL 2.0 ontology for this metamodel. We used Build 112 of Protégé 4 on a laptop with Ubuntu 9.10. The level of the ontology engineer could be described as intermediate-advanced if we define three levels: beginner, intermediate and advanced. During the execution of the above mentioned steps, numerous ambiguities and unclarities were encountered and certain modeling decisions were made in the ontology in order to have an unambiguous, clear and consistent model description. It is also noteworthy that we refined the model by executing various iterations of the above steps, and not necessarily in the same sequence. During modeling both reasoners included in Protégé 4 (Fact++ and Pellet 1.5) were used constantly to debug the ontology and ensure consistency. Problems encountered, modeling decisions, as well as our solutions are discussed according to the mentioned steps in the next section.

The complete TOGAF 9 Content Metamodel with entities and their relationships as specified in TOGAF 9 is depicted in Figure 2. We added some numbering for reference purposes.

3.2 Experience

In this section our experience with the construction of the TOGAF 9 Content Metamodel ontology is discussed with regards to the different steps in the approach.

Step 1: Identification of the concepts and concept hierarchy
Initially the execution of this step seems straightforward as each object in the Metamodel would translate into a concept. However, further investigation shows that the model is not trivial. The Metamodel consists of a multi-layer diagram not adhering to any specific notation (UML class diagrams does not support multi-layer diagrams other than packages). In a multi-layer diagram, classes such as Organization (indicated by (1) in Figure 2) and Driver (indicated by (3) in Figure 2) are on top of the block indicating the Business Architecture (indicated by (2) in Figure 2). In addition, colours of classes are used to indicate specific features such as the content extensions (see (3) in Figure 2).

When constructing an ontology, we are concerned with concept hierarchies, so we will be identifying more general concepts from the information available. We therefore defined a concept Architecture-Component as a superconcept of all the architecture classes depicted in the metamodel. In addition, the concept Architecture was defined as a superconcept and the four types of architectures depicted, namely
BusinessArchitecture, DataArchitecture, ApplicationArchitecture and TechnologyArchitecture, were added as subconcepts. Subconcepts for ArchitectureComponent concept were defined to represent the components of the different architectures.

The meaning of top block in the metamodel is unclear. It is labeled ARCHITECTURE PRINCIPLES, VISION, REQUIREMENTS, AND ROADMAP. It is therefore clearly not an architecture even though it, together with its components, are depicted in a similar manner as the other architectures in the model. The components are also not named according to the list in the label: refer to, for example, VISION in the label and Gap or Constraint components. In addition, the first six components are blocked together with a label Associated with all objects, but Capability is not included. It is not clear whether all architecture components must have these objects associated with them or whether they may have associations with these objects. We made a modeling decision to model these objects as AssociationObjects, and the superconcept AssociationObject have subconcepts Principle, Constraint, etc.

Another interesting characteristic of the metamodel is Information System Service which is indicated as being a subclass of Business Service. This is identified by number (4) in Figure 2. In our ontology we made the concept InformationSystemService a subconcept of the concept BusinessService.

Lastly, we addressed the colour coded content extensions ((3) in Figure 2). We defined a concept ContentClassification and modeled the CoreContent and all the extensions as subconcepts. Subsequently, we used multiple inheritance to state that all architecture components and association objects are also subconcepts of the ContentClassification concepts. This captures the meaning of the colour coded concepts that are architecture components but also adhere to some content classification criteria. In Figure 4, the arrows depict concepts that have both CoreContent and BusinessArchitectureComponent as superclasses.

We used both reasoners included in Protégé 4 (Fact++ and Pellet 1.5) to ensure that the concept hierarchy is consistent. The concept hierarchy is partially depicted in Figure 3.

**Step 2: Identification of disjoint concepts**

During this step we specifically stated disjointness in the ontology. This is a specific feature of DL based ontologies that disjointness of concepts should be ex-
Figure 3: The Content Metamodel concept hierarchy

Explicitly stated, otherwise concepts may be the same or partially the same as other concepts. Generally, in UML diagrams, classes are assumed to be disjoint. Therefore we defined all association objects, architecture components and architectures to be disjoint among themselves and at superconcept level. An architecture component, for instance, is clearly not an architecture, and a data architecture not an application architecture.

Because of the multiple parent model we used for the ContentClassification concept, we did not specify disjointness of ContentClassification with other sibling or subconcepts.

We used the reasoners to verify consistency, and the result was that InformationSystemService was an inconsistent concept (see Figure 5). This is explainable since BusinessArchitecture with all its architecture components (BusinessArchitectureComponents), including BusinessService, is disjoint with ApplicationArchitecture with all its architecture components (ApplicationArchitectureComponents), including InformationSystemService. This means that none of the BusinessArchitectureComponents could ever be the same as any of the ApplicationArchitectureComponents. However, in our concept hierarchy, we specified InformationSystemService as a subconcept of BusinessService which has the semantics that InformationSystemService is-a BusinessService. This explains that InformationSystemService is inconsistent.

The subclass relationship in the Content Metamodel as indicated by number (4) in Figure 2 was intentional and is described as follow in the TOGAF 9 manual (The Open Group, 2009b):

- IS Service is added as a new metamodel entity, extending business service.
- IS Service inherits all the relationships of a business service.
- A new relationship is created linking an IS service to a business service.

The above indicate that the subclass relationship in the Content Metamodel was considered to be correct. What the ontology technologies could do, is point out the inconsistency in the meaning. If Architectures are disjoint as depicted in the model, their components have to be disjoint and cannot inherit from superconcepts across architecture boundaries.

In order to remove the inconsistency, we henceforth removed the subsumption or is-a relationship between BusinessService and InformationSystemService. Subsequent information obtained from the TOGAF 9 model indicates also a realizes relationship between BusinessService and InformationSystemService which we then used rather than the is-a relationship.

Step 3: Modeling composition

It is not unreasonable to interpret the multi-layering in the Content Metamodel diagram as composition. Classes such as Organization and Driver (indicated by (1) in Figure 2) are on top of the block indicating the Business Architecture (indicated by (2) in Figure 2) and we interpreted this as that they are part-of the Business Architecture. We modeled this by asserting a hasComponent object property in Protégé and then using existential quantification to declare that an Architecture concept has at least one ArchitectureComponent. We then asserted that the BusinessArchitecture concept has at least one of each of its architecture components. As example, the BusinessArchitecture composition is indicated by (1) in Figure 6.

Step 4: Addition of all the relationships between concepts

For each relationship indicated in the Content Metamodel, we asserted two object properties that are each others inverse in Protégé and then used existential quantification to model the relationships in both directions. This has the semantics that there should exist at
Figure 4: ContentClassification hierarchy is also a superclass of architecture components.

Figure 5: Inconsistency of InformationSystemService least one such link between the concepts. A problem we experienced during this activity is that several relationships have the same name even though they are clearly not the same. As example, see the Location object that has all relationships labeled Contains (see (5) in Figure 2). In the ontology construction we named each object property uniquely. There is of course redundancy in the way we asserted the relationships. It is only necessary to assert the inverse object property characteristic after defining the two object properties and define a existential restriction in one direction. The reasoner would infer the inverse relation. Normally redundancy in ontologies should be avoided due to possible maintenance issues and performance of the reasoners. The ontology could therefore be refined in future.

It is also interesting to note that no cardinality was indicated in the Content Metamodel. This seems to be an omission as it is possible to define some cardinality of relationships in the metamodel. A Physical Data Component should, for instance, have only one Location.

Step 5: Identification of definitions
When building an OWL ontology, it is very useful to assert defined concepts. This means that these concepts are exactly defined and it is a powerful mechanism used by reasoners for inferences. Given the ambiguity of the Content Metamodel, it is not easy to define concepts with such rigour. However, we decided that some defined concepts could be added such Architecture. An Architecture hasComponent ArchitectureComponent, and when anything has an ArchitectureComponent, it is an Architecture. This was a modeling decision and it is indicated by (2) in Figure 6.

Step 6: Addition of annotations
We used the TOGAF 9 manual and added annotations of all the concepts based on the provided descriptions of the objects. Annotations provide textual comments and descriptions in an ontology.

Step 7: Refinement of the ontology
We refined the ontology by executing the steps in several iterations and using the reasoners to check consistency and syntax.

The next section summarises some findings of the case study.

Figure 6: Architecture hasComponent Composition
4 Findings

The case study to construct a formal ontology for the TOGAF 9 Content Metamodel resulted in a first version ontology with expressivity 52 concepts and 89 object properties. The ontology is available on the project page at http://sites.google.com/site/ontologyprojects/home/togaf-core-content-metamodel. It is clear that such an ontology could be constructed, but the refinement and usefulness require further research. Ontology engineering is also a collaborative exercise because an ontology should reflect consensus about a domain. Input from other stakeholders should also be obtained when refining the ontology in further research.

The most significant finding is that our approach allowed us to detect an inconsistency in the current TOGAF 9 Content Metamodel, which is not evident at first glance. Such an inconsistency in the model have severe consequences for anybody trying to use the model. It is not possible to construct a consistent architecture from the current metamodel. An architect will have to make a decision to ignore some of the assertions of the model that leads to the inconsistency, and different architects will ignore different assertions resulting in interoperability issues.

The following lists describes our findings with regards to the approach and tools (notably Protégé, FaCT++ and Pellet 1.5) used, as well as our findings with regard to the use of ontology technologies for metamodel construction.

Findings with regard to the approach and tools:

- An ontology could only be constructed by making several modeling decisions about aspects of the Content Metamodel that were unclear. The decisions are often based on assumptions that may not be correct. However, anybody intending to use the metamodel will be confronted with the same ambiguities and lack of information and clarity. It is therefore useful to construct a formal model with explicit meaning that we could refine rather than to have an unclear model.
- Familiarity with the DL modeling constructs remain a prerequisite for ontology construction, irrespective of the tools used.
- Protégé 4 was easy to use and enabled us to easily create the formal ontology. The only drawback was the graphical rendering of the model similar to the original diagram. Graphical displays will always remain important for modeling and ontology comprehension.
- The reasoners bundled with Protégé 4 (FaCT++ and Pellet 1.5) depict all consequences of our model, not only the explicit statements we made, but also implicit consequences. In our case study these are relatively trivial, but it was evident that implicit consequences will be very valuable once the model is complex.
- Ontology editors such as Protégé 4 assists architects to specify models in a standardised formal language (usually OWL) which promote interoperability for enterprise architectures derived from the metamodel.
- Protégé 4 still lacks graphical rendering of different aspects of the models often making it difficult to understand or comprehend consequences. It is not standard with tools such as Protégé 4 to graphically display property characteristics, as well as existential and universal restrictions.
- There are still at present no firmly established methodologies for ontology engineering. It is generally recognised that this is a research topic that warrants urgent attention (Gómez-Pérez et al., 2004). Within an enterprise architecture framework, this is even more important and will probably have to be tailored towards the specific architecture model required within the framework.
- Available ontology tools still have limited functionality. The most evident was mentioned already, namely the ability to generate advanced graphical displays of an ontology that resembles the original departure point. In addition, assistance with debugging such as tools that explains an inference, are only experimental. This remains a drawback, especially when models are complex.
- It was also evident that, although a variety of tools exist for ontology construction and maintenance (Sirin et al., 2007; Kalyanpur et al., 2005; Protégé, 2009), these tools remain really accessible mainly to those users that have specialised knowledge about the theory of ontologies. A good example of this are inconsistencies. The reasoner only depict a concept as inconsistent and does not offer a reason or explanation. A modeler has to resolve errors using trial and error, and these errors were often due to unexpected consequences of assertions made earlier.

Findings with regard to the use of ontology technologies for metamodel construction:

- The most significant advantage is that the use of formal ontology technologies allow for clear and consistent metamodels because the ontology is constructed with assertions that has specific meaning. The assertions are unambiguous and their meaning is clear. Even if domain experts do not agree completely with an assertion, the meaning thereof is clear and could be altered to reflect
The use of ontology technologies allowed us to detect an inconsistency in the current TOGAF 9 Content Metamodel which could be eliminated. The use of this approach allows an architect to specify concise definitions of concepts and relations for his metamodel descriptions that could be used by architects to construct models that adhere to the core specification. These models should enable interoperability and integration.

The use of a precise and formal definition of concepts assists with debugging of a metamodel such as demonstrated by the elimination of the inconsistency we detected in the Content Metamodel with Information System Service that is a subclass of BusinessService.

5 CONCLUSION

From the case study it is clear that formal ontologies and the associated technologies can play a substantial role to enhance the quality of metamodels in enterprise architecture frameworks. Ontologies are more explicit, precise and consequences can be exposed. Ontologies can represent the required information of metamodels but in a much more precise and unambiguous manner than that of metamodel notations currently being used. Ontologies are also based on standardised languages and this should promote interoperability of models within an enterprise architecture framework and enterprise architecture implementations. The formalisation of metamodels, and specifically the TOGAF 9 Content Metamodel using ontology technologies should assist in the generation of enterprise architectures that are clear and unambiguous.

REFERENCES


